
Drop it like it's HOT: 

A Vicious Regress for Higher-Order Thought Theories

Abstract

Higher-order thought (HOT) theories of consciousness attempt to explain what it takes for a mental

state to be conscious, rather than unconscious, by means of a HOT that represents oneself as being in

the state in question. Rosenthal (2011) stresses that the way we are aware of our own conscious states

requires essentially indexical self-reference. The challenge for defenders of HOT theories is to show

that there is a way to explain the required reference-fixing mechanisms that is compatible with the

theory.  According to  Rosenthal,  the reference to  oneself  as  such is  grounded in the disposition to

identify the individual the HOT refers to as the individual who has that HOT. I argue that this leads to a

vicious infinite regress on the more than plausible assumption that our cognitive capacities are limited.

This  leaves  such  theories  without  a  foundation,  since  self-reference  is  thought  essential  to

consciousness.

1. Introduction

Higher-order  theories  of  consciousness  attempt  to  explain  what  it  takes  for  a  mental  state  to  be

conscious, rather than unconscious, by means of some higher-order awareness. According to this family

of theories, in having an experience, say, as of a red apple, one is not merely aware of the red apple but

also aware of oneself as being in a certain state. The rationale for the claim that such higher-order



awareness is  required for consciousness is that states we are completely unaware of would not be

conscious.

Higher-order theorists disagree with regard to the best way to characterize the necessary higher-

order  awareness.  The  main  dispute  is  whether  such  awareness  is  perception-like  or  thought-like.

Theories that maintain that the latter is the case are called higher-order thought (HOT) theories (Brown,

2015; Gennaro, 1996, 2012; Rosenthal, 1997, 2005); while theories that defend the former as being the

case  are  known  as  higher-order  perception  (HOP)  or  'inner-sense'  theories  (Amstrong,  1968;

Carruthers,  2000;  Lycan,  1996).  According to  HOT theories,  in  normal  conditions,  when I  have a

phenomenally conscious experience as of red, I am in a mental state with certain content, let us call this

content 'red*'. For this mental state to be phenomenally conscious, there has additionally to be a HOT

targeting it, whose content is something like 'I am seeing red*'. In contrast, HOP theories maintain that

what is required is a (quasi-)perceptual state directed at the first-order state.1

Independently  of  the  disagreement,  higher-order  theories  can  be  characterized  by  their

endorsement of what Rosenthal (1997) calls 'the transitivity principle' (Rosenthal and Weisberg, 2008):

the idea that a state's being conscious consists in one's being conscious of that state. The whiff  of

regress is a well-known problem that can be traced back to Aristotle (Caston, 2002): if a state's being

conscious requires one's being conscious of that state, and this in turn another conscious state, then we

fall into a vicious regress (for detailed discussion see Kriegel, 2009b, ch. 4). In reply, defenders of

higher-order theories deny that the higher-order state that makes us conscious of the first-order mental

state has to be a conscious one, thereby avoiding the regress.2

1A second point of disagreement is whether a given state is conscious in virtue of its actually being the target of a higher-
order representation (Brown, 2015; Rosenthal, 1997, 2005) or merely by the disposition towards such higher-order 
representation (Carruthers, 2000).
2This might lead to the further problem of being unable to provide a justification for the transitivity principle  (Kriegel, 
2009a). An alternative solution is offered by self-representational theorists (Caston, 2002; Kriegel, 2009b; Sebastián, 2012), 
who might accept something along the lines of the transitivity principle while denying that consciousness is something that 
could be rendered by a different state.



In  this  paper,  I  focus  on  HOT theories.  I  will  show  that,  independently  of  the  foregoing

reasoning, such theories do indeed fall prey to a vicious regress due to the fixing mechanism of the

first-person concept deployed in the HOT.

2 HOT Theories and the Essential Indexical

According to HOT theories, a mental state is  conscious in virtue of the right kind—assertoric and

seemingly non-inferential—of HOT to the effect that I am in a certain state. For example, when one is

having an experience as of red, one would entertain a HOT to the effect that one herself is seeing red or

that one herself is visually representing red: the intentional content of the HOT is something like  I,

myself, am representing red (Brown, 2015; Lau and Rosenthal, 2011). Consequently, HOT theorists

agree on the idea that the kind of higher-order thought that renders a mental state conscious deploys the

first-person concept. The objection to HOT theories that I am presenting in this paper arises precisely

from the  reference-fixing mechanism of such a concept.

The need for the deployment of the first-person concept might sound several alarms, as many

have doubted that human babies and non-human animals have such a concept,  while we have few

reasons to doubt that they can have conscious experiences. In reply to those worries, Gennaro (2012)

has claimed that there are different “I-concepts” that might play the role required by HOT theories: i) I

qua this thing (or body); (ii) I qua experiencer of mental states; (iii) I qua enduring thinking thing; and

(iv) I  qua thinker among other thinkers. Gennaro also discusses a range of empirical evidence and

convincingly shows that babies, as well as most animals, might at least have an I-concept given by (i).

However, it is not clear that such a concept would suffice for the theory; something closer to (ii) seems

to be required. As Rosenthal (2011, p. 28) stresses, the way we are aware of our own conscious states

requires essentially indexical self-reference (Perry, 1979; see also Castañeda, 1966; Chisholm, 1981;

Lewis, 1979) and hence not any “I-concept” can do the job. The reason is that for a mental state to be



conscious, it does not suffice that one is aware that someone who happens to be oneself is in that state

—that is, even assuming that one is identical with a certain body, being aware that this body is in a

certain state (as per (i)) will not do the job—rather, one has to be aware of oneself, as such, being in the

state. Following Rosenthal's example, if I were identical to this body and aware that this body is in

pain, that would not result in any pain being conscious unless I were aware that I am this body; for

otherwise, the thought would not make me aware in any relevant way of myself as being in pain.

Once it is clear that the concept deployed in HOT theories refers in an essentially indexical way,

I do not want to press any further the controversial conceptual capacities of babies and non-human

animals (although see fn. 4 below): I prefer to focus on the capacities of typical human adults. The

challenge  for  defenders  of  HOT theories  is  to  show  that  there  is  a  way  to  explain  the  required

reference-fixing mechanisms that is compatible with those theories given the capacities that we have

(Zahavi  and  Parnas,  1998).  For  example,  Recanati's  proposal  (2007,  2012)  won’t  do  it  because,

according to his theory, the reference of the first-person concept is grounded in the experience itself

(see  also  Peacocke 2014),  whereas  HOT theories  are  committed  to  the  claim that  the  first-person

concept is more fundamental than conscious experience.

Despite the relevance of this question to the evaluation of the coherence of the view, it has

received very little attention, with Rosenthal's (2011) proposal being an honorable exception. In the

next section I present his view and then argue that it leads to a vicious regress, thereby leaving HOT

theories with no foundation.

3 A Vicious Regress

According to Rosenthal, the HOT that I, myself, am in mental state M, represents as being in mental

state M the very same individual who thinks that HOT. The required self-reference is grounded in the

tacit identification of oneself as the thinker of the HOT: one refers to oneself as such, when one refers



to something as the individual doing the referring. So, if I am having a conscious pain, then following

the transitivity principle I am aware of myself as having that pain. According to HOT theories, this in

turn  requires  a  HOT to  the  effect  that  I  myself  have  that  pain.  This  HOT refers  in  the  required

essentially indexical way, by means of attributing the pain to the very same individual who has that

HOT.

Rosenthal notes a complication for HOT theories that is derived from the fact that HOTs are

typically unconscious thoughts and they only become conscious when we are aware of having them;

i.e., when we have a third-order thought about them.3 According to the theory, a state, M, is conscious

just in case one is aware of oneself as being in M. Such an awareness is explained by the deployment of

an unconscious thought to the effect that oneself as such (as the individual that is having the thought) is

in M. So, being the target of a HOT suffices for consciousness, and this applies to HOTs too. Now, if

the HOT is to be unconscious, then it should not make it explicit that the individual that has the HOT is

in M, for this would make the individual that is having the HOT aware of having the HOT, and hence

conscious. As Rosenthal stresses:

Consider the case of conscious pain. If a HOT had the explicit content that the individual
who thinks this thought is in pain, that would make one aware not just of the pain, but of
the HOT itself. And since HOTs are seldom conscious, they cannot have explicit content of
that sort. So it cannot be that the HOT explicitly identifies the individual that is in pain as
the thinker of that HOT; rather the HOT identifies the individual in that way tacitly, only in
effect. (Rosenthal, 2011, p.30)

Hence,  the HOT only tacitly  identifies  the pain as belonging to  the individual  who has the HOT,

without the HOT having any such explicit content. Now, an explanation of such tacit identification is

required. And Rosenthal provides it. The conjunction of the following two elements explains, according

to Rosenthal, how the first-person concept refers in the required essentially indexical way:

1. The HOT represents the pain as belonging to some particular individual S.

3 Recall from the introduction that HOTs are typically not conscious. This is required if we want to avoid the regress to 
which the transitivity principle would otherwise apparently lead us.



2. S is disposed to identify the individual the HOT refers to as the individual who has that HOT.

In  this  way,  although  the  HOT does  not  represent  the  individual  as  the  thinker  of  the  HOT,  the

individual is disposed to make such an identification should the question arise—of course, as Rosenthal

stresses,  such  a  question  seldom arises  and  thus  the  individual  might  never  actually  perform the

identification in question.4 This disposition constitutes the tacit identification of the self required by the

HOT, and with it  its essentially indexical self-reference (2011, p. 30). Unfortunately,  it  is also this

disposition that gives rise to a vicious infinite regress.

3.1 Why there is an Infinite Regress

The problem with Rosenthal's proposal is derived from the fact that if one is to identify the individual

the HOT refers to as the individual who has the HOT, then it has to be cognitively possible for the HOT

to become conscious. Let me pause to clarify and justify this claim.

4 Even if one concedes that non-human animals and human babies have the conceptual abilities required

by HOT, it is unreasonable to assume that they are able to establish the identification in question. In

reply, Rosenthal claims that they: [H]ave no irrelevant, inessential ways of referring to themselves in

thought. They do distinguish themselves from everything else, and can thereby refer to themselves in

thought. But their HOTs do not require the essential indexical, since distinguishing themselves from

everything else provides the only way they have to refer to themselves (ibid. p. 34).

This seems to be a gratuitous claim and we have good reasons to think that it is false. The capacity to attribute

mental states to others has been demonstrated in, for example, corvids and canids (Bugnyar and Heinrich, 2006; Hare and

Tomasello, 2005; Stulp et al., 2009; Udell et al., 2008). One would expect that by seeing their own image reflected in, say, a

river,  they might attribute a certain mental state to the animal they are seeing. Therefore, it  seems false that they lack

inessential ways to refer to themselves and hence the problem of fixing the reference of the concept in their HOTs persists.



Dispositional properties seem to be related to certain possibilities concerning the entity that

instantiates the disposition,  rather than with the actual behavior of the entity. For this reason—and

despite  not  being  rare  in  the  philosophy  of  mind  and  sometimes, as  in  Rosenthal's  case, very

illuminating—,explanations  of  occurrent  properties  (such  as  referring,  in  the  way  the  first-person

concept  deployed  in  the  HOT refers)  in  terms  of  dispositional  ones  seem  to  be  wanting.  If  the

explanation  in  question  is  to  be  in  any  sense  satisfactory,  at  least  to  a  first  approximation,  the

disposition has to be a canonical one (Lewis, 1997): they have to be explicit about their manifestation

and  stimulus  conditions  (the  conditions  under  which  the  manifestation  is  triggered).  Thus,  if  the

stimulus conditions are not provided, we lack the tools to assess the theory.

In Rosenthal's theory, the manifestation is an action that the subject performs: the identification

of the individual the HOT refers to as the individual who has that HOT. On top of that, we need the

stimulus conditions; and whatever those stimulus conditions might be, they would require the HOT to

be a conscious one if the subject is to identify the individual that the HOT refers to. If this were not the

case, the subject would be unable to recognize the HOT concerning which the required action is to be

performed.5

One might try to resist this conclusion by insisting that the identification in question could be

performed at an unconscious level.  However, this does not seem to be an option because we have no

reason whatsoever to think that we have such a disposition. Whereas Rosenthal gives us reasons to

think that we can make the identification if the HOT is a conscious one (ibid. fn. 11), we have no

reason independent of the theory to think that we could have an unconscious manifestation of the

disposition. Yet, this is precisely what we require if the theory is to get off the ground. Moreover, it is

unclear in what sense, if the identification were an unconscious one, it would be an identification we

could attribute to the subject—rather than to a subsystem thereof—as the theory demands.

5 What is more, as an anonymous referee has remarked to me, in order to report that the individual the HOT refers to is the 
same as the one who has the HOT seems to require thinking about the HOT. This in turn would make the HOT conscious 
according to the theory.



Fortunately,  Rosenthal is clear regarding the stimulus condition,  which would be a question

concerning who the individual who has the HOT is: “Though the HOT does not describe that individual

as the thinker of the HOT, the individual is disposed to do so should the question ever arise.” (ibid. p.

30, my emphasis). But Rosenthal is implicitly assuming that the HOT is a conscious one here. As he

stresses, “the question seldom if ever does arise; so the individual that has the HOT may never actually

perform that identification” (ibid. p. 30) and hence the HOT can typically be unconscious, as the theory

requires (for, as we have seen, the explicit identification would render the HOT conscious).  If the HOT

were unconscious, in reply to the question the subject would deny any knowledge of what thought the

person asking the question was talking about. The subject would not make any identification, and the

theory would be falsified, because the stimulus condition would obtain but the manifestation would not

be triggered.

So, if one is to identify the individual the HOT refers to as the individual who has the HOT,

theni it has to be possible that the HOT becomes conscious. According to the theory, this would require

it to be possible that the subject has an unconscious third-order thought to the effect that one oneself is

having the HOT; a third-order thought whose intentional content is something like I, myself, am in a

state that represents that I, myself, am in a state that represents red. The third-order thought deploys

the first-person concept, which refers to oneself in an essentially indexical way. Therefore, the subject

has the disposition to identify the individual the third-order thought refers to as the individual who has

that third-order thought. But if the subject is to have such a disposition, then, by the reasoning above, it

has to be possible for the third-order thought to be conscious.  This in turn requires a fourth-order

thought that deploys the first-person concept, which refers to oneself in an essentially indexical way,

and this thought too must be capable of consciousness, and so on: ad infinitum.



3.2 Why the Regress is Vicious

If my reasoning is correct, the reference-fixing mechanism of the self concept deployed in the HOT,

and  hence,  according  to  the  theories  we  are  considering,  the  capacity  to  undergo  phenomenally

conscious experiences, requires an arbitrarily tall hierarchy of dispositions to have HOTs.6 Beings like

us have the capacity to have phenomenally conscious experiences, therefore the truth of the theory

depends on whether beings like us, in the actual world or a sufficiently close one (in order to evaluate

the theory only those worlds including beings with the cognitive capacities we have are relevant), have

the disposition in question. And whether or not we have such a disposition is determined by whether or

not, in the actual world or in a sufficiently close one, the hierarchical chain of dispositions in question

can be manifested. This does not mean that there have to be circumstances under which the subject can

entertain all the thoughts, but just that  for each HOT there have to be circumstances under which they

can be entertained. So, the reference of the first  person concept deployed in the nth-order thought

requires there to be circumstances under which, in the actual world or in a sufficiently close one, we

entertain a thought with the intentional content that  I,  myself,  am in a state that represents that I,

myself, am in a state that represents that ... that I, myself, am in a state that represents red.7

If our cognitive capacities are limited, we cannot entertain thoughts such as the previous one of

infinite length: there is a maximally demanding HOT we can entertain. Let us call it maximal-order

thought (MOT). MOT deploys a self concept that refers in an essentially indexical way; and this is so

in virtue of the disposition to identify the individual MOT refers to as the individual who has that MOT.

6 Needless to say, an hypothetical HOT theory that manages to resist the claim that the first-person concept is deployed in 
the required HOT would not be targeted by my argument—see Coleman (2015).
7 It is worth introducing a caveat at this point. This reasoning does not assume that the accessibility relation between worlds
is transitive. For the first-person concept deployed in the HOT in w1 to refer, it is necessary for there to be an accessible 
world, w2, in which the HOT is conscious. This means that a third-order thought—that also deploys the first-person concept
—is entertained in w2. So, again, this requires that there is a possible world, w3, which is accessible from w2, where the 
third-order thought is conscious; and so on, ad infinitum. Now, my argument does not assume that w3, nor any posterior 
world in the chain, has to be accessible from the actual world, w1. That would be a mistake, because there is no need for the 
required accessibility relation to be transitive. It only assumes that the cognitive capacities of beings like us are what is 
relevant for assessing the theory, and that our cognitive capacities are limited. This means that there is a world, wn, in which 
a thought of the maximal length beings like us can entertain is entertained and therefore, that wn+1 is not accessible from wn. 
I am grateful to Alessandro Torza for pressing me on this point.



However, this requires that MOT can be conscious, which it cannot be because that would require that

we entertain a thought about MOT, and ex-hypothesi, we cannot. This in turn entails that MOT-1 (the

HOT that MOT refers to) cannot be conscious, because the self concept in MOT cannot refer in an

essentially indexical way. And hence, the subject lacks the disposition to identify the subject MOT-1

refers to as the individual who has MOT-1, so the self concept in MOT-1 does not refer in an essentially

indexical way. And this means that MOT-2 cannot be conscious. Finally, following this chain, the self

concept in second-order thought does not refer in an essentially indexical way and hence we cannot be

aware of ourselves as having the experience. But according to HOT, this is a necessary condition for

having conscious experiences. And we do have conscious experiences, so HOT theory fails on its own

terms to give a model for consciousness. 

A final  remark  regarding  the  possibility  of  the  manifestation  is  in  order.  Summarizing  the

argument so far, we have seen that HOT theories attempt to explain what distinguishes conscious states

from other kind of states: what is required from a cognitive system in order to have a conscious state.

They claim that what is required is a HOT to the effect that one herself is in the first-order state. So,

having an experience requires entertaining a thought that deploys the first-person concept which refers

in a seemingly essentially indexical way. And this in turn requires that one is disposed to make a certain

identification.  One  has  an  experience  as  of  red,  only  if  one  entertains  a  HOT whose  content  is

something like ‘I myself am representing red’, and for such first-person concept to refer in the required

way, one needs to have the disposition to answer the question about who the ‘I’ in the HOT refers to.

So,  according  to  the  theory,  if  the  subject  can  entertain  conscious  states,  she  has  the  required

disposition. Such a disposition entails, in turn, the disposition to form an arbitrarily high higher-order

thought as I have shown. But cognitively limited systems like us cannot form such an arbitrarily high

higher-order thought and hence lack the required disposition and the capacity to entertain conscious

states with it. In reply, one might note that there are cases in which we are willing to accept that an

object has a dispositional property despite the fact that the possibility of the manifestation is prevented.



A paradigmatic  example  of  such  cases  are  what  Johnston  (1992)  calls  ‘maskers’.  Consider,  for

example, the dispositional property of being fragile. A fragile glass has the disposition of breaking

when struck. However, imagine that the fragile glass is carefully protected by some kind of packaging.

In such cases, something external to the object to which the dispositional property is attributed prevents

the possibility of the manifestation. However, we would be willing to accept that the object still has the

dispositional  property  (probably  because  dispositions  are  intimately  related  to  intrinsic  properties

(Lewis, 1997)): we would like to say that the glass is still fragile and disposed to break when struck,

despite the fact that it will not break when struck because of the work of the packaging. In parallel, it

might be the case that the disposition to make some identifications cannot be manifested because it is

not possible that anybody will ask the question that would trigger the manifestation of the disposition.

However, we would like to maintain that the subject still has the disposition to do so, if someone were

to ask. The identification cannot be made in this case, due to something external and unrelated to the

capacities of the system on which the capacity of having conscious states depends. But this sense in

which the disposition might fail to manifest is different from the one pointed out above, and helps to

illustrate why the impossibility of making the identification in question is defeating for the theory:8

 The argument above does not point to the presence of external maskers but to the limits of the

very  same cognitive  architecture  that  HOT theories  attempt  to  characterize.  The  capacity  to  have

conscious states is something that some cognitively limited systems like us have. However, it is unclear

in what sense cognitively limited systems have the disposition to entertain an arbitrarily high HOT,

which is a prediction of the theory as I have shown. It is not a contingent matter, as in the case of

maskers  for  example,  that  there  is  a  maximally  high  HOT that  a  cognitively  limited  system can

entertain. Necessarily, a cognitively limited system (the kind of systems we aim to characterize) cannot

entertain an infinitely high HOT. But this, as I have shown, is what would be required in order to

8 I am grateful to an anonymous referee for pressing me on this point.



ground the reference of the first-person concept deployed in the higher-order thought that renders a

state conscious in the first place.

4 Conclusion

HOT theories claim that a mental state is conscious when one has a higher-order thought to the effect

that  oneself  is  in the corresponding conscious state.  This demands an explanation of how the self

concept deployed in the HOT refers in the required essentially indexical way that is compatible with

the truth of the theory and plausible assumptions about our cognitive architecture.

Rosenthal  (2011),  to  the  best  of  my  knowledge,  is  the  only  author  who  has  risen  to  this

challenge. He proposes that the self concept refers in virtue of the disposition to identify, should the

question arise, the individual the HOT refers to as the individual who has that HOT. 

In  this  paper  I  have  argued that  such a  disposition  entails  the  possibility  that  the  HOT is

conscious,  and that  this  leads to  a  vicious  infinite  regress.  Therefore the theory fails  to  provide a

satisfactory account of consciousness.9
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